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Abstract

With the enormous amount of genomic and proteomic data that is available to us in the

public domain, it is becoming increasingly important to be able to process this information in

ways that are useful to humankind. Signal processing methods have played an important role

in this context, some of which are reviewed in this paper. First we review the role of digital

filtering techniques in gene identification. We then discuss the topic of long-range correlation

between base pairs in DNA sequences. This correlation corresponds to a 1=f type of power

spectrum. We also describe some of the recent applications of Fourier methods in the study of

proteins. Finally we mention the role of Karhunen-Loeve like transforms in the interpretation

of DNA microarray data for gene expression.
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1. Introduction

With the enormous amount of genomic and proteomic data that is available to us
in the public domain, it is becoming increasingly important to be able to process this
information in ways that are useful to humankind. In this context, traditional as well
as modern signal processing methods have played an important role in these fields.
The reader will find a number of papers in this special volume addressing such issues.
Our goal in the present paper is to concentrate on some of the areas where
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well-established signal processing techniques have had a role. The first one is the role
of digital filtering techniques in gene identification. The idea arises from the fact that
protein coding regions (exons within genes) typically exhibit a period-3 behavior that
is not found in other parts of the DNA molecule. After a review of recent results on
this topic in Section 3, we move on to another fascinating property observed in DNA
sequences, namely the presence of long-range correlation between base pairs. This
correlation corresponds to a 1=f type of power spectrum. The history behind this is
reviewed in Section 4. In Section 5 we describe some of the recent applications of
traditional Fourier transformation in the study of proteins (which are sequences of
twenty possible amino acids). Finally in Section 6 we briefly review the role of
Karhunen-Loeve like transforms in the interpretation of DNA microarray data for
gene expression. In each of the above sections several original references are
mentioned and the interested reader should pursue these in detail. We begin with a
brief review of DNA-related fundamentals in Section 2.

2. Some fundamentals

An overview of some of the important aspects of the DNA molecule from the
signal processing view point can be found in the introductory magazine-article by
Anastassiou [1]. Fig. 1 demonstrates a simple schematic for part of a DNA molecule
[2], with the double helix straightened out for simplicity. The four bases or
nucleotides attached to the sugar phosphate backbone are denoted with the usual
letters A;C;G; and T (respectively, adenine, cytosine, guanine, and thymine). Note
that the base A always pairs with T ; and C pairs with G: The two strands of the
DNA molecule are therefore complementary to each other. The forward genome
sequence corresponds to the upper strand of the DNA molecule, and in the example
shown this is ATTCATAGT : Note that the ordering is from the so-called 50 to the 30

end (left to right). The complementary sequence corresponds to the bottom strand,
again read from 50 to 30 (right to left). This is ACTATGAAT in our example. DNA
sequences are always listed from the 50 to the 30 end because, they are scanned in that
direction when triplets of bases (codons) are used to signal the generation of amino
acids. Typically, in any given region of the DNA molecule, at most one of the two
strands is active in protein synthesis (multiple coding areas, where both strands are
separately active, are rare).
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Fig. 1. The DNA double helix (linearized schematic).
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Fig. 2 shows various regions of interest in a DNA sequence, which can be divided
into genes and intergenic spaces. The genes are responsible for protein synthesis.
Even though all the cells in an organism have identical genes, only a selected subset is
active in any particular family of cells. A gene, which for our purposes is a sequence
made up from the four bases, can be divided into two subregions called the exons
and introns. (Procaryotes, which are cells without a nucleus, do not have introns).
Only the exons are involved in protein-coding. The bases in the exon region can be
imagined to be divided into groups of three adjacent bases. Each triplet is called a
codon. Evidently there are 64 possible codons. Scanning the gene from left to right, a
codon sequence can be defined by concatenation of the codons in all the exons. Each
codon (except the so-called stop codon) instructs the cell machinery to synthesize an
amino acid. The codon sequence therefore uniquely identifies an amino acid
sequence which defines a protein. Since there are 64 possible codons but only 20
amino acids, the mapping from codons to amino acids is many-to-one.
The introns do not participate in the protein synthesis because they are removed in

the process of forming the RNA molecules (called messenger RNA or mRNA).
Thus, unlike the parent gene, the mRNA has no introns; it is a concatenation of the
exons in the gene. The mRNA carries the genetic code to the protein machinery in
the cell called the ribosome (located outside the nucleus). The ribosome produces the
protein coded by the gene.

3. Filters for gene identification

It is well-known that base sequences in the protein-coding regions of DNA
molecules have a period-3 component because of the codon structure involved in the
translation of base sequences into amino acids This observation can be traced back
to the 1980 work of Trifonov and Sussman [3]. For eucaryotes (cells with nucleus)
this periodicity has mostly been observed within the exons (coding subregions inside
the genes) and not within the introns (non-coding subregions in the genes). There are
theories explaining the reason for such periodicity, but there are also exceptions to
the phenomenon. For example, certain rare genes in S. cerevisiae (also called baker’s
yeast) do not exhibit this periodicity [4]. Furthermore for procaryotes (cells without a
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nucleus), and some viral and mitochondrial base sequences, such periodicity has even
been observed in noncoding regions [5]. For this and many other reasons, gene
prediction is a very complicated problem (see the review article by Fickett [6]).
Nevertheless, many researchers have regarded the period-3 property to be a good
(preliminary) indicator of gene location. Techniques which exploit this property for
gene prediction proceed by computing the discrete Fourier transform (DFT), which
is expected to exhibit a peak at the frequency 2p=3 due to the periodicity (e.g., see
Fig. 13 later). In fact this technique has also been used to isolate exons within the
genes of eucaryotic cells [1,4]. The periodic behavior indicates strong short-term
correlation in the coding regions, in addition to the long-range correlation or
1=f -like behavior exhibited by DNA sequences in general (see Section 4).
In this section we provide an efficient mechanism for the identification of DNA

regions exhibiting period-3 behavior. This is based on digital filtering methods
presented earlier in [7,8]. Specifically, the output of an antinotch filter, with a sharp
gain at the frequency 2p=3 provides this information as a function of base location.
This is more efficient than the computation of the DFT based on overlapping
windows. There is a compromise between the sharpness of the notch filter and the
base-domain resolution achievable, but the method appears to be promising. The
performance of the scheme will be demonstrated on gene sequences taken from
C.elegans in the public genomic database.

Codon bias: Some authors have claimed that the period-3 property is due to
nonuniform codon usage, also known as codon bias: even though there are several
codons which could code a given amino acid, they are not used with uniform
probability in organisms. This creates a codon bias. There is an excess of guanine (G)
in position 1, leading to strong period 3 oscillation [9]. The work by Tiwari et al. [4]
seems to indicate that this explanation is not complete. Indeed, these authors
‘‘synthesize genes’’ by starting from proteins and mapping amino acids back to
codons. In this reverse mapping process, they assign ‘‘uniform probability’’ to the
different codons that might lead to a given amino acid. The resulting pseudo gene, by
construction, is free from introns (like cDNA [2]), and it has been found that the
period 3 property is still intact! Tiwari, et al. also observe that some genes do not
exhibit period-3 at all in S. cerevisiae.

3.1. DNA spectrum and DNA filtering

To perform gene prediction based on the period-3 property, one defines indicator
sequences for the four bases and computes the DFTs of short segments of
these. Given a DNA sequence, the indicator sequence for the base A is a binary
sequence, e.g.,

xAðnÞ ¼ 000110111000101010y;

where 1 indicates the presence of an A and 0 indicates its absence. The indicator
sequences for the other bases are defined similarly. It is clear that the sequence
111111y is obtained by adding the four indicator sequences. The DFT of a length-
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N block of xAðnÞ is defined as [38]

XA½k� ¼
XN�1

n¼0

xAðnÞe�j2pkn=N ; 0pkpN � 1;

where we have assigned the number n ¼ 0 to the beginning of the block. The DFTs
XT ½k�;XC ½k�; and XG½k� are defined similarly. The period-3 property of a DNA
sequence implies that the DFT coefficients corresponding to k ¼ N=3 are large. Thus
if we take N to be a multiple of 3 and plot

S½k�9jXA½k�j2 þ jXT ½k�j2 þ jXC ½k�j2 þ jXG½k�j2 ð1Þ

then we should see a peak at the sample value k ¼ N=3 as demonstrated in many
papers (e.g., [4]). While this is generally true, the strength of the peak depends markedly
on the gene. It is sometimes very pronounced, sometimes quite weak. Notice that a
calculation of the DFT at the single point k ¼ N=3 is sufficient. The window can then
be slided by one or more bases and S½N=3� recalculated. Thus, we get a picture of how
S½N=3� evolves along the length of the DNA sequence. It is necessary that the window
length N be sufficiently large (typical window sizes are a few hundreds, e.g., 351, to a
few thousands) so that the periodicity effect dominates the background 1=f spectrum
(Section 4). However a long window implies longer computation time, and also
compromises the base-domain resolution in predicting the exon location.

3.2. Relation to filtering

The sliding window method can be regarded as digital filtering followed by a
decimator which depends on the separation between adjacent positions of the
window [10,11]. The filter itself has a very simple impulse response

wðnÞ ¼
ejo0n 0pnpN � 1

0 otherwise:

(

This is a bandpass filter with passband centered at o0 ¼ 2p=3 and minimum
stopband attenuation of about 13 dB (Fig. 3). This tells us that if we pay more
careful attention to the design of the digital filter, we can isolate the period-3
behavior from background information such as 1=f noise more effectively. We can
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also use efficient methods to design and implement the filter, thereby reducing
computational complexity.
Consider a narrow band bandpass digital filter HðzÞ with passband centered at

o0 ¼ 2p=3: With the indicator sequence xGðnÞ taken as input, let yGðnÞ denote its
output. Note that n should be interpreted as base location. In the coding regions, the
sequence xGðnÞ is expected to have a period-3 component, which means that it has
large energy in the filter passband. So we expect the output yGðnÞ to be relatively
large in the coding regions as demonstrated in Fig. 4. With similar notation for the
other bases, define

Y ½n� ¼ jyAðnÞj2 þ jyT ðnÞj2 þ jyCðnÞj2 þ jyGðnÞj2:

A plot of this function can be used as a preliminary indicator of coding regions. The
narrow band filter HðzÞ can be regarded as an antinotch filter (i.e., complement of a
notch). We now describe some efficient ways to design and implement such filters.

3.3. IIR antinotch filters

The use of IIR antinotch filters for gene prediction was proposed in [7]. Such IIR
filters can be obtained by starting from a second order allpass filter

AðzÞ ¼
R2 � 2R cos yz�1 þ z�2

1� 2R cos yz�1 þ R2z�2

which has poles at Re7jy and zeros at 1=Re7jy: Thus, consider a filter bank with two
filters GðzÞ and HðzÞ defined according to

GðzÞ

HðzÞ

" #
¼
1

2

1 1

1 �1

" #
1

AðzÞ

" #
: ð2Þ

Then GðzÞ has the form

GðzÞ ¼ K
1� 2 coso0z

�1 þ z�2

1� 2R cos yz�1 þ R2z�2

� �
;

where

coso0 ¼
2R cos y
1þ R2

:
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This shows that GðzÞ is a notch filter [12] with a zero at the frequency o0: When the
pole radius R is close to the unit circle we see that o0 gets close to y: That is, the pole
and zero of the filter GðzÞ are very close to each other (Fig. 5). Thus, at frequencies
sufficiently away from o0; the response is close to unity. This is demonstrated in
Fig. 6, which shows the magnitude response of GðzÞ for two values of R:
From Eq. (2) we see that

GðejoÞ

HðejoÞ

" #
¼

Uffiffiffi
2

p 1

AðejoÞ

" #
;

where U is unitary, that is, UtU ¼ I: This shows that

jGðejoÞj2 þ jHðejoÞj2 ¼
1þ jAðejoÞj2

2
¼ 1;

where we have used the allpass property jAðejoÞj ¼ 1: It therefore follows that GðzÞ
and HðzÞ are power complementary. This shows, in particular, that the filter HðzÞ
is a good antinotch filter as demonstrated in Fig. 7, for the same pole radii chosen
in Fig. 6.
By choosing o0 ¼ 2p=3 the filter HðzÞ can be used to extract the period-3 regions

of the DNA effectively. The allpass filter AðzÞ can be implemented with either the
direct form structure or the cascaded lattice structure [11,13]. The lattice structure
with one-multiplier sections is especially attractive [11,12], and Fig. 8 shows
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the implementation of HðzÞ using this lattice. The multipliers in this structure are the
lattice coefficients

k1 ¼ R2; k2 ¼ �coso0:

Since the antinotch frequency is o0 ¼ 2p=3 we have

k2 ¼ �coso0 ¼ 1=2

ARTICLE IN PRESS

0 0.2 0.4 0.6 0.8 1
0

0.2

0.4

0.6

0.8

1

ω/π

M
ag

ni
tu

de
 r

es
po

ns
e

R=0.9
R=0.99

Fig. 7. Antinotch filter responses for two values of R:

0 0.2 0.4 0.6 0.8 1
0

0.2

0.4

0.6

0.8

1

ω/π

M
ag

ni
tu

de
 r

es
po

ns
e

R=0.9
R=0.99

Fig. 6. Notch filter responses for two values of R:

P.P. Vaidyanathan, B.-J. Yoon / Journal of the Franklin Institute 341 (2004) 111–135118



which can be implemented with a binary shift. So the only significant multiplier is R2;
and controls the antinotch quality without affecting the frequency o0 (Fig. 7). Thus
we can adjust R2 depending on the base-domain resolution desired.

3.4. Multistage filters

Even though the IIR antinotch method has been found to work well, with a slight
increase in the number of multipliers we can design filters with much better stopband
attenuation. Such filters are essential in order to suppress the background 1=f noise
which is always there in the DNAs of many organisms, due to long-range correlation
between base pairs.
The method to be presented is based on the idea of multistage filtering [10,11]. To

explain this consider a narrowband lowpass filter H1ðzÞ as shown in Fig. 9(a). If we
replace each delay element z�1 in the filter with z�3; we get the filter H1ðz3Þ whose
response is as shown in Fig. 9(b). Thus, there is a passband centered at 2p=3 and a
passband at o ¼ 0: If we now cascade this with a filter H2ðzÞ which attenuates the
zero-frequency passband severely, the resulting filter

HðzÞ ¼ H1ðz3ÞH2ðzÞ
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is a narrowband filter with passband centered at 2p=3: We will demonstrate that
H1ðzÞ and H2ðzÞ can be designed with very low complexity, and that the filter predicts
the exons with good accuracy. The multistage idea is similar in principle to the
so-called IFIR method introduced by Neuvo et al. [11,14].
Fig. 10 shows an example. Here H1ðzÞ is a third order elliptic filter and H2ðzÞ is

chosen to have two zeros at o ¼ 0; that is,

H2ðzÞ ¼ ð1� z�1Þ2:

The various filter responses involved in the multistage design are shown in the figure.
Part (d) shows the multistage filter HðzÞ which has a narrow passband at o ¼ 2p=3;
and excellent attenuation at most frequencies. Implemented in direct form [13], H1ðzÞ
requires 5 multipliers, and H2ðzÞ is multiplierless.
It should be noticed here that H1ðzÞ can be implemented using the allpass

decomposition method [11], which allows the third order elliptic filter to be written in
the form

H1ðzÞ ¼
A0ðzÞ þ A1ðzÞ

2
;
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where A0ðzÞ is a first order allpass filter and A1ðzÞ a second order allpass filter, both
with real coefficients. We can implement A0ðzÞ and A1ðzÞ with one and two
multipliers respectively [11], so that H1ðzÞ requires only three multipliers.
Summarizing, the multistage method has only slightly higher complexity than the
allpass-based antinotch filter, but its characteristics are significantly better.
We show in Fig. 11 the exon prediction results for gene F56F11.4 in the C-elegans

chromosome III. This gene has five exons. The first plot uses the DFT based
spectrum described in Section 3.1. The five peaks corresponding to the exons can be
seen clearly. The middle plot uses the allpass-based antinotch filter with pole radius
R ¼ 0:992: This scheme can be implemented with only one multiplier per output
sample (i.e., per base pair). Both of these methods locate the five exons quite well,
but we also notice the background ‘‘noise’’ due to the 1=f characteristics in DNA
sequences. The third plot uses the multistage filter HðzÞ shown in part (d) of Fig. 10.
Notice that the background noise has been removed almost completely and the five
exons can be seen clearly.
The period-3 property has often been attributed to the dominance of the base G at

certain codon positions in the coding regions. We have, in fact, observed
experimentally that the use of the base G alone, instead of all four bases, often
leads to excellent prediction of period-3 regions. As explained in detail in [6], gene
identification is a very complex problem, and the identification of period-3 regions is
only a step towards gene and exon identification. In fact, Tiwari et al. [4] have
observed that some genes do not exhibit period-3 behavior at all in S. cerevisiae
(e.g., genes of the mating type locus).

4. Long range correlations in DNA

A curious observation about DNA squences is the fact that base pairs that are far
away are still ‘‘correlated’’ in a statistical sense. Given the fact that DNA sequences
are very long (millions of bases even in the simplest microbial organisms) this
observation is quite interesting. One of the earliest papers to point out the long range
correlations in DNA sequences was the 1992 paper by Peng et al. in Nature [15].
These authors observed long range correlations in genes with introns, but not in
intronless genes and in complementary DNA. The study was made based on a
concept called the DNA walk. Latter studies by other authors examined correlations
over much longer regions which contained many genes. More careful studies have
also indicated long range correlations both in coding and noncoding regions (see, for
example, [16] and references thererin).
Another early work on the topic was the 1992 paper by Richard Voss [17] who was

perhaps also the first person to define indicator sequences for bases, and calculate the
deterministic autocorrelation. For example, letting xAðnÞ be the indicator for base A;
the autocorrelation is

rAðkÞ ¼
X

n

xAðnÞxAðn � kÞ; ð3Þ
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where the sum extends over all n for which the product is nonzero. The Fourier
transform of this yields the power-spectrum for base A:

SAðejoÞ ¼ SAðej2pf Þ ¼
X

k

rAðkÞe�j2pkf : ð4Þ

Notice that SAðejoÞ ¼ jXAðejoÞj
2: Voss analyzed the human Cytomegalovirus strain

AD169. The genome length was N ¼ 229; 354: The lowest meaningful frequency3

can be regarded as 1=N which is slightly smaller than 0:5�10�5: Voss demonstrated
that the power spectrum has power-law or 1=f b behavior for each of the four
indicator sequences, even though b varied from base to base (0.76 for A; 0.77 for T ;
0.83 for C and 0.92 for G). The important property that the power spectra have
peaks at the frequency f ¼ 1

3
was also observed by Voss and the possibility that this

might be due to the codon structure was also correctly predicted! At higher
frequencies the power spectrum tended to flatten out, representing white-noise like
behavior. Voss also studied many other organisms categorized in the genebank
(bacteria, plants, mammals, even viruses) and calculated the exponent b in the power
spectrum (averaged over many genomes in each category). For example bE1 for
invertebrates (exactly 1=f behavior) and bE0:7 for organelles.4 Thus Voss was able
to make several pioneering observations, even though these were based on relatively
short base sequences (over 200,000) available at that time.
We know that an impulse in the Fourier transform at zero frequency represents a

constant component in the time domain. Similarly the 1=f b behavior which implies
an unbounded component at f ¼ 0 represents a slowly decaying term in the
autocorrelation sequence. This gives rise to the term long-range correlation.
Qualitatively speaking, bases that are far away in the DNA molecule (e.g., separated
by a quarter of a million positions) still have correlation among them. Later studies
have indicated that such long range correlation is valid even further, extending to
several millions of bases!
Does the 1=f behavior of the power spectrum of a DNA molecule extend all the

way up to near-zero frequencies? To answer this question, we have to perform the
measurements on longer and longer DNA sequences because the lowest meaningful
frequency is f ¼ 1=N: In 1999 de Sousa Vieira [18] made such calculations for
thirteen microbial genes with more than a million bases each (e.g, E. coli which has
over 4.6 million bases). In each case the entire DNA sequence of length N was
divided into nonoverlapping subsequences of length L; the power spectrum of each
subsequence calculated, and the result was averaged over all subsequences to reduce
the statistical variance of the estimate. The paper by de Sousa Vieira also reported
results for the case of overlapping sliding windows. For many of the organisms
studied the conclusion was that the power spectrum for each type of base flattens out
at very low frequencies (like fo10�6) instead of continuing the 1=f trend. The power
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spectrum Sðf Þ therefore had three regions as demonstrated qualitatively in Fig. 12.
The sloping straightline indicates the 1=f -part on the log-log scale.
There are always variations and exceptions. For some of the organisms (e.g.,

Bacillus subtilis) there was no flattening—the 1=f behavior continuing ‘‘even unto
the lowest frequency 1=N:’’ And finally there were cases e.g., the Haemophilus

influenzae Rd, where the power spectrum flattened out for some bases but did not for

some others! This shows that averaging the power spectrum over all the four bases as
was done in some early work is not wise.5 In all examples de Sousa Vieira noticed
that the power spectra for A and T (which pair up in the DNA double strand) were
similar to each other, and so were those of C and G:
Fig. 13 shows the power spectrum SAðejoÞ for base A for the first one-million bases

of an entire bacterial genome of length about 1.55 million. The organism is called
Aquifex aeolicus, and its genome can be found in the gene bank. There were 0.5
million samples of SAðejoÞ in 0popp: The plot shows a slightly smoothed version
with a sliding rectangular window of length 33. Notice that this is a log-log plot so
the variations near zero-frequency can be seen clearly. The plot approximately
resembles Fig. 12, displaying three separate regions indeed. Notice also the thin line
representing a sharp peak near the right edge of the plot. This corresponds to the
peak at 2p=3 due to period-3 property in the coding regions (Section 3). Many more
examples can be found in [18].
In order to compare the power spectrum of DNA sequences with random

sequences, consider the following experiment. Suppose we generate a random
number sequence xðnÞ taking on four possible values (0; 1; 2 and 3) with equal
probability. We can regard this as a ‘‘pseudorandom DNA sequence’’. Suppose we
define the indicator sequences for the four values, say x0ðnÞ;x1ðnÞ; and so forth as
usual. We can compute the power spectra of these indicator sequences. Fig. 14 shows
an example of such a power spectrum which shows that the 1=f property is
completely absent. The gradual thickening of the plot as f increases is an artifact of
the log f axis. The same effect is also seen in Fig. 13 and should be ignored.
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Fig. 12. The three regions in the DNA spectrum. There is 1=f behavior except at very low and high

frequencies where the spectrum flattens out.

5The more recent paper by Sussillo et al. [19] also shows clearly that different organisms indeed have

significant differences in base compositions, repetetivity, and so forth.
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In an early paper [20] Li had observed that the 1=f behavior in natural phenomena
can be traced to a certain broad general principle which he calls the expansion-
modification model. When life started on earth the DNA molecules had very modest
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Fig. 14. Power spectrum of a indicator sequence generated from a pseudorandom DNA sequence (see

text). Notice the absence of 1=f behavior.
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lengths (few thousand bases, perhaps even less) and as evolution progressed, the
molecules went through a lengthening processes which involved duplication and
mutation. Imagine we have a character string x1ðnÞ of length L: Suppose we
duplicate it and then make some random changes of certain characters (from the
same alphabet), and concatenate the result yðnÞ to the original xðnÞ to form a
sequence that is twice as long. Suppose we repeat this process over and over again.
This quickly results in a very long sequence comparable to today’s DNA molecules.
Furthermore it can be shown mathematically (though this is quite nontrivial [20])
that repeated application of such a duplication-mutation process results in long-
range correlations such as those observed in DNA sequences. The duplication-
mutation model might therefore hold the key for the 1=f behavior of the DNA
spectrum.
Perhaps the most comprehensive work in this area as of 1997 is the excellent

review paper by Li [5]. Li makes the point that long-range correlations of base
sequences measure correlations at the level of too small an entity (namely individual
bases). More interesting will be the study of correlations between larger units which
have biological significance, rather than single bases. Li also studies all the sixteen
cross-correlations between the four types of bases, e.g.,

rAGðkÞ ¼
X

n

xAðnÞxGðn � kÞ ð5Þ

and so forth. A curious property here is the observation that rAGðkÞErCT ðkÞ and
similarly rAAðkÞErTT ðkÞ and rCCðkÞErGGðkÞ: The correlations among different types
of base pairs is very interesting indeed.
The 1=f property is also related closely to fractal behavior as seen from the paper

by Wornell [21]. Wornell has also established that a natural way to model 1=f

processes would be to use a wavelet transform domain, or equivalently, a tree
structured filter bank. Consistent with this idea, Hausdorff and Peng proposed in
1996 the so-called multiscale randomness model as a possible source of 1=f behavior
in DNA sequences [22].
In addition to the overall 1=f behavior of DNA sequences, and the period-3

property in protein coding regions, it has been observed by many authors that DNA
molecules also have components of period 10 to 11 (see [9] and references therein). In
this 1998 paper Herzel et al. have argued that this periodicity can be attributed to an
alternation property in protein molecules. In these molecules the hydrophilic and
hydrophobic regions (water loving and water hating regions) alternate at a certain
rate in the three-dimensional folded form. The authors of [9] performed experiments
with pseudogenes which were derived from proteins by inverse aminoacid-codon
mapping. Such pseudogenes have no introns. Furthermore they are free from codon
bias (Section 3) if we make codon assignments with uniform probability, whenever
there are multiple choices. It was found that such pseudogenes still preserve the
10–11 periodicity. This leads one to conclude that this periodicity is directly related
to the hydrophilic/hydophobic alterations in proteins. This is also consistent with the
observations that intron regions in DNA molecules do not exhibit the 10–11
periodicity because they do not participate in protein coding.
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There has been a very thorough study of the spectrograms of genomic sequences in
the recent paper by Sussillo et al. [19]. This paper shows that conclusions about the
reasons for periodicites should be made with greater care. For example 10–11
periodicities have even been observed in non coding regions, and sometimes do not
have anything to do with the hydrophillic/hydrophobic regions in proteins.

5. Fourier transforms and protein molecules

For the purposes of our discussion, a protein molecule is a long sequence of amino
acids connected together by a covalent peptide bond [2]. As mentioned in Section 2
there are upto 20 different amino acids in the proteins of living organisms. There are
innumerable combinations of such acids and the resulting number of proteins in
living organisms is therefore enormous. Proteins drive most of the biological
processes in living organisms. Enzymes, for example, are proteins with a special role,
namely the speeding up some of the biochemical reactions in living organisms. Of
fundamental importance in protein functioning is the ability of a protein to interact
selectively with a small number of other molecules. This ability is derived from the
fact that a protein molecule folds beautifully into a three dimensional shape
determined entirely by the amino acid sequence that makes it up. The 3D shape
allows certain other molecules to attach to the protein at specific sites, sometimes
referred to as hot spots. A protein molecule typically has many functions (many hot
spots). Given a collection of proteins, suppose they all have one function in common.
Is there a mathematical way to identify this commonality simply by analyzing the
amino acid sequence?
This has indeed been found to be possible based on Fourier techniques. The theory

behind this, based on the so-called resonant recognition model (RRM), is described
in [23]. This allows one to identify the common hot spots of many protein molecules
using Fourier transform methods. This theory has later been applied [24] for the
study of functional and structural relationships of a special class of proteins called
oncogene proteins which are responsible for cancerous cell growth.6 The power of the
wavelet transform in this context has also been described in [24]. In this review we
shall be content with describing the basic idea. The interested reader should really
read the above references in detail.
With each amino acid molecule in a protein it is possible to associate a unique

nonnegative number called the EIIP (average electron-ion interaction potential).
This number ranges from 0.0 to 0.1263. The amino acids leucine (Leu) and isolucine
(Ile) have the smallest value of zero, and aspartic acid (Asp) has the highest value of
0.1263. The EIIP is plotted in Fig. 15 for the twenty amino acids. The names of the
acids are not indicated because we shall not require them here. Given a protein, we
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6 In a nutshell, an oncogene is a mutated (slightly altered) form of a normal gene called the proto-

oncogene. The latter is a growth regulator; it is responsible for the generation of certain crucial proteins

which control cell growth. The oncogene being a mutated version does not generate the right protein in

right amounts, and the result is uncontrolled cell division. See [2] for more details.
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can associate a numerical sequence xðnÞ with it such that xðnÞ is equal to the EIIP
value of the nth amino acid in the protein. The argument n can be regarded as
equispaced distance, with spacing T determined by the amino acid spacing ðE3:8 (AÞ:
We can calculate the Fourier transform of xðnÞ in the usual way

X ðejoÞ ¼
XN�1

n¼0

xðnÞe�jon; ð6Þ

where N is the length of the amino acid sequence determining the protein. Usually a
plot of jX ðejoÞj does not reveal much (e.g., see top plot in Fig. 17), but assume that
we have a group of proteins. Each protein may have several biological functions but
assume that there are some functions that are common to all these proteins. Define
the magnitude of the product of the Fourier transforms associated with these
proteins as follows:

PðejoÞ ¼ jX1ðejoÞX2ðejoÞyXMðejoÞj: ð7Þ

It turns out that this product reveals an interesting feature about biological functions

that are common to this group of M proteins. To be more precise, it has been observed
through extensive experiments that if a group of proteins has only one common
function then the product spectrum PðejoÞ has one significant peak (Fig. 16). The
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product PðejoÞ has been referred to as the consensus spectrum among the group of
proteins used in its definition.
Interestingly enough, it has been verified experimentally [23] that peak frequencies

are different for different functions. They are therefore referred to as the
characteristic frequencies associated with various protein functions. An example is
presented in [24] which considers a group of 46 oncogenes and the associated
proteins (28 viral proteins, and 18 cellular proteins). The authors have observed that
the consensus spectrum has precisely one peak at o ¼ 2pf0 where f0E0:0322: The
common functionality of these oncogene proteins is claimed to be their ‘‘ability to
transform cells’’ [24].
In [23] the author also demonstrates the Fourier transforms of the EIIP sequences

for two proteins called FGF basic bovine and FGF acidic bovine. The amino acid
chains have lengths 146 and 140, respectively. The Fourier transforms of the two
EIIP sequences and the consensus spectra are shown in Fig. 17 (the plot shows
magnitude-squares). Notice that the product spectrum has a single sharp peak even
though the individual spectra appear to have local peaks all over the place!
Suppose we have identified that a certain function of a protein is associated with

the characteristic frequency o1: Is it possible to identify the amino acids that are
primarily responsible for that function (i.e., identify the hot spots in the 3D protein
structure which are responsible for one particular function)? This is tricky because
the value of a Fourier transform at a given frequency depends on the time domain
signal at all values of time. Similarly, PðejoÞ depends on the EIIP values of all the
amino acids. The authors of [24] propose a simple way to address this time-domain
(amino-acid domain) localization, and the interested reader should read [24]. A
second method would be to use the wavelet transform which gives a complete time-
frequency picture, from which we can get the desired localization information. This
method is also reported in [24].7 One advantage of being able to identify a
characteristic frequency with a particular functionality is that it is then possible to
synthesize artificial amino acid sequences or peptides8 to perform certain specific
functions. These could be potentially useful in drug design.
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Fig. 16. The consensus spectrum of a group of proteins shows the characteristic frequency of the common

function of the group.

7A detailed study of the use of wavelet transforms in protein structures can be found in the recent paper

by Murray, Gorse, and Thornton [25].
8Peptides are amino acid sequences that are relatively small compared to commonly encountered

proteins.
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Fig. 17. Magnitude squares of the Fourier transforms of the EIIP sequences for the proteins FGF basic

bovine (top) and FGF acidic bovine (middle). The product, which represents the square of the consensus

spectrum, is plotted in the bottom [23].
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The correct functioning of a protein molecule depends upon its ability to attach
selectively to certain target molecules. This is made possible by the specific three-
dimensional structure of the protein. It is observed in [23] that a protein and its
target molecule share a common characterisitc frequency. The name resonant

recognition model stems from this, because some kind of resonance is suggested in the
recognition of one molecule by the other. Is there a physical basis for the existence of
resonant frequencies in proteins? It is suggested in [23] that there could actually be
energy transfer at the visible and infrared ranges (which are the typical ranges of
the characteristic frequencies, once we take into account the fact that one unit of the
integer index n in our EIIP sequence xðnÞ corresponds to 3:8 (A in space). We refrain
from further elaboration on this complicated issue which is perhaps best left to the
biophysicist.

6. Signal processing of micro array data

The DNA microarray records the gene expression levels of several genes on
a slide.9 The technique can be used to study simultaneously the expression levels
of many genes as a function of time in a cell cycle. This offers a great deal
of information to biologists. Several articles appear in a special issue of the Nature

(e.g., see [26]) dedicated to the topic of DNA arrays. A number of interesting
signal processing issues are involved in analyzing the data recorded on a DNA
microarray. This includes normalization [27], data clustering, denoising, and
data interpretation by linear transformations. In this context the work by
Alter et al. [28] is especially interesting. In that work, a two dimensional array or
matrix

X ¼ ½xnm�; 0pnpN � 1; 0pmpM � 1 ð8Þ

is generated from the expression levels of N genes at M different occasions (e.g., M

points of time in the cell cycle). Each column of this matrix represents the expression
levels of the N genes at the mth occasion. Each row of the matrix on the other hand
represents the expression levels of a particular gene at different times. It is
demonstrated that a singular value decomposition (SVD) of the matrix X reveals
information that is difficult to obtain directly by observation of the data X: Given
any real N 
 M matrix X the SVD takes the form

X ¼ UKVT; ð9Þ

where U and V are real unitary matrices, that is,

UTU ¼ IN ; VTV ¼ IM ð10Þ

and K is a N 
 M matrix with zero entries everywhere except on the diagonal.
Assuming N > M (which is the case in the DNA microarray application), K takes
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cells.
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the form

K ¼
R

0

" #
; ð11Þ

where R is a M 
 M diagonal matrix whose diagonal elements are the singular
values of X; typically arranged in the order

s0Xs1X?XsM�1X0: ð12Þ

The microarray data can therefore be rewritten in the form

X ¼ s0u0vT0 þ s1u1vT1 þ?þ sM�1uM�1v
T
M�1: ð13Þ

The vectors uk are the columns of U and are called eigenarrays. The vectors vTk which
are rows of V are called eigengenes. To understand how Eq. (13) should be
interpreted, consider the nth row of X which represents the expression levels of the
nth gene. This row can be written as

xTn;row ¼ cn0v
T
0 þ cn1v

T
1 þ?þ cn;M�1v

T
M�1: ð14Þ

That is, the vector representing the nth gene’s expression levels has been expressed as
a linear combination of M eigengenes. Notice that all the N original genes have been
represented here using MoN eigengenes. Similarly, the mth column of the
microarray data X can be expressed as

xm;col ¼ d0mu0 þ d1mu1 þ?þ dM�1;muM�1:

That is, the gene expressions for all N genes at a particular instance can be expressed
as a linear combination of MoN eigenarrays. It has been found in [28] that the
eigengene vectors corresponding to the dominant singular values s0 and s1 closely
approximate sines and cosines, and it is argued therein that eigengenes can be
regarded as fundamental in capturing the gene expression as a function of time. This
has been found to be especially useful in deriving a mathematical basis for the
traveling wave pattern that is typically observed in the microarray data of gene
expression with genes appropriately ordered (e.g., see Fig. 6 in [28], and Fig. 4 in
[29]). A great deal of interesting detail can be obtained from the original reference
[28]. The analysis of two different DNA microarrays by simultaneous diagonaliza-
tion is described in a latter paper [29].

7. Concluding remarks

The role of signal processing in genomics and more generally biological sciences
has been quite impressive. In this paper we reviewed a number of these but there are
more areas that we did not touch upon. One example is the interesting role played by
hidden Markov models (HMM) in gene prediction. A great deal has been written
about this topic, and we refer the interested reader to the original literature,
e.g., [30,31] and references therein. Finally the role of signal processing in DNA
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sequencing cannot be under estimated either. Some of the interesting papers in
this area include that of Huang et al. [32], Davies et al. [33], and Zhang and
Allison [34].
In recent years it has been found that there exist many genes which do not code for

proteins, but instead merely genetate RNA molecules for various functions. While
the roles of RNA molecules such as mRNA (which is translated into protein) and
tRNA have been well known, it has been found that there are several other types of
RNA molecules not translated into proteins. Examples include the siRNA (small
interfering RNA), miRNA (micro RNA), and so forth. These RNAs are generated
by genes, but do not eventually result in proteins; instead, they have their own
functions. RNA molecules which do not generate proteins are called non-coding
RNA (ncRNA), and the genes which generate them are called ncRNA-genes. The
estimated number of protein coding human genes is thought to be somewhere
around 40,000. If the ncRNA genes are also counted, the total could be as high as
60,000. There are many recent articles on this topic; a good starting point would be
the review paper by Storz [35], the Scientific American article by Gibbs [36], and the
paper on identification of ncRNA-genes by Eddy [37]. These ncRNA genes do not
have the period-3 structure described in Section 3. Identification of ncRNA-genes by
computational methods is one of the most challenging problems in computational
biology today.
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